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Abstract: With the advent of the Internet and Internet-connected devices, modern 
business applications can experience rapid increases as well as variability in 
transactional workloads. Database replication has been employed to scale performance 
and improve availability of relational databases but past approaches have suffered from 
various issues including limited scalability, performance versus consistency tradeoffs, 
and requirements for database or application modifications. This paper presents Hihooi, 
a replication-based middleware system that is able to achieve workload scalability, 
strong consistency guarantees, and elasticity for existing transactional databases at a 
low cost. A novel replication algorithm enables Hihooi to propagate database 
modifications asynchronously to all replicas at high speeds, while ensuring that all 
replicas are consistent. At the same time, a fine-grained routing algorithm is used to 
load balance incoming transactions to available replicas in a consistent way. Our 
thorough experimental evaluation with several well-established benchmarks shows how 
Hihooi is able to achieve almost linear workload scalability for transactional databases. 
 
Speaker: Herodotos Herodotou is an Assistant Professor in the Department of 
Electrical Engineering, Computer Engineering and Informatics at the Cyprus University 
of Technology, where he is leading the Data Intensive Computing Research Lab. He 
received his Ph.D. in Computer Science from Duke University. His Ph.D. dissertation 
work on building a self-tuning system for big data analytics received the ACM SIGMOD 
Jim Gray Doctoral Dissertation Award Honorable Mention as well as the Outstanding 
Ph.D. Dissertation Award in Computer Science at Duke. Before joining CUT, he held 
research positions at Microsoft Research, Yahoo! Labs, and Aster Data. His research 
interests are in large-scale Data Processing Systems, Database Systems, and Cloud 
Computing. In particular, his work focuses on ease-of-use, manageability, and 
automated tuning of both centralized and distributed data-intensive computing systems. 
In addition, he is interested in applying database techniques in other areas like maritime 
informatics, scientific computing, bioinformatics, and social computing. His research 
work to date has been published in several top scientific conferences and journals, two 
books, and two book chapters, while he is actively participating in multiple European 
and nationally funded projects. 
 
 


